
Online Learning for Characterizing Unknown
Environments in Ground Robotic Vehicle Models

Alec Koppel?, Jonathan Fink†, Garrett Warnell†, Ethan Stump†, and Alejandro Ribeiro?

Abstract— In pursuit of increasing the operational tempo of a
ground robotics platform, we consider the problem of predicting
the distribution of state-estimation error due to poorly-modeled
platform dynamics. Such predictions are a critical component
of any modern control approach that utilizes uncertainty
information to provide robustness. We use an online learning
algorithm to fit a statistical model of error that provides enough
expressive power to enable prediction directly from motion
control signals and low-level visual features. Moreover, we
empirically demonstrate that this technique compares favorably
to predictors that do not incorporate this information.

I. INTRODUCTION

Maneuvering along a planned path is the most basic
control task in ground robotics, but our ability to accomplish
this task is governed by a plethora of physical phenomena,
such as ground interactions and shear deformations, that
are either difficult to model from first principles, or yield
computationally intractable control systems. Though driving
slowly enough may hide the difference between the kine-
matic models that the underlie most path planning schemes
and the ground truth, this precludes any mission with an
operational tempo or scale that necessitates operation at high
speeds.

By abstracting away the complicated physical phenomena
using statistical models of the difference between expected
and true state behavior, which we call the model disturbance,
we may obtain the basic predictive (feed-forward) power we
need to drive a modern control system, such as a classically-
inspired two-degree-of-freedom controller [1] or a sampling-
based receding-horizon controller [2]. In the past, statistical
models of ground robotic velocity disturbances have been
built by batch-fitting statistics to an entire dataset of one op-
erational environment [3], [4]. The descriptive capability of
the statistical model which captures unexpected maneuvers
experienced by the platform is inherently contingent on the
variation of the terrain in which the vehicle operates.

In practice, we might not have access to a dataset for
a particular operational environment, or the environment
may have such dramatically different surfaces that a generic
model is too imprecise. Moreover, such techniques would not
allow real-time adaptation to environmental effects as they
are experienced by the platform.

In this case, an adaptive approach, where one sequentially
revises estimates of the model disturbance based on new
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information, is advantageous. Classical approaches such as
the Extended Kalman Filter have been successfully applied
to handle this adaptive state estimation problem in ground
robotics [3], [5]. However, the memory tuning of this esti-
mator plays a large role in its predictive capability: with long
memory, the resulting model will eventually end up trying
to poorly fit the entire environment; with short memory, the
resulting model will be unable to make use of data collected
on earlier traversals of the same location or surface type.

One solution to this memory window issue is to develop
multiple models in parallel, one for each distinct type of
surface, and use a separate estimation procedure, such as
visual classification, to decide which on surface the robot is
driving and learn a model associated with only that particular
surface [6]. In the adaptive setting, this classifier must also
be learned online, but the number of classes needed to
properly model the environment is seldom known in advance,
and online multi-class classification is a computationally
expensive procedure. With this motivation in mind, we tailor
statistical learning techniques to address these shortcomings.
In particular, in this work we

1) develop an approach to perform online regression over
the disturbance statistical model, jointly with a rep-
resentational basis, or dictionary, of the feature space
which consists of control and perception information,
by making use of supervised dictionary learning tech-
niques [7], [8] (sections II and III);

2) quantify the advantages of using this learning tech-
nique which incorporates robotic perception as com-
pared to approaches based on batch statistics or simple
adaptive approaches on a ground robot which collects
visual and odometric data while driving continuously
over multiple surfaces (Section IV).

The resulting approach, by incorporating the robot’s real-
time sensing and perception capabilities into an adaptive
disturbance predictor, effectively bypasses the need for an
explicit surface classification step by parameterizing the sta-
tistical disturbance model over the visual features and control
signals that are observed while the platform experiences
the disturbances. Furthermore, we empirically demonstrate
the proposed framework’s ability to quantify uncertainty
that comes from unmodelled system dynamics and unknown
environmental effects along a given path in real-time on a
ground robot.

II. MODEL DISTURBANCE

We consider the problem of learning unmodelled system
dynamics and exogenous environmental effects, which we



call the model disturbance, on the platform’s path planning
scheme. To do so, we adopt an approach similar to [9] by
considering the following discrete-time nonlinear state-space
system of equations

xk+1 = f(xk,uk) + g(ak) , (1)

where xk ∈ X is the system state, which consists of
pose and possibly velocity information, uk is the control
input at time index k, and the map f : X × U → X
is a simple kinematic model that is chosen a priori, such
as an effective wheel-base [10] or general kinematic slip
model [11]. We concatenate control inputs and signals zk
observed by the platform such as visual, acoustic, or LIDAR
information into feature vectors ak := (uk; zk) ∈ A ⊂ Rp
upon which unexpected maneuvers depend. To be specific,
we define the model disturbance g : A → X in (1) as
a general nonlinear map that captures unmodelled system
dynamics due to unmodelled system dynamics that may be
both structural and random, which we assume is a function
of only control and sensory information. A key point of
departure between this formulation of model disturbance and
that of prior works is its dependence on the perceptive and
sensing capabilities of the platform.

In this work, control decisions are provided externally
to the system by a user as an open-loop system, and
their impacts are then empirically measured. However, the
predictive technique developed in the next section may be
fed into a model predictive control framework to adjust its
cost functional according to learned disturbances.

We consider the model disturbance as a stochastic process
depending on feature vectors a ∈ A which aggregate
past control and sensory information. Consider xk−1 as the
system state which follows a purely kinematic model that is
chosen a priori, the estimated state x̂k obtained via on-board
sensor measurements, and control inputs uk−1 and signals
zk−1 which been observed at the previous time slot k − 1.
Then we may rearrange (1) to obtain an estimate for the
model disturbance ĝ(ak−1), i.e.

ĝ(ak−1) = x̂k − f(xk−1,uk−1) . (2)

Our goal is to characterize the unknown true disturbance
mapping g : ak 7→ g(ak) based upon realizations of the pairs
(ak, ĝ(ak)) of feature vectors and physical measurements
which estimate the model disturbance.

Observe that if a generic path planner’s kinematic model
perfectly captures the ground truth state, the expression
in (2) will be null. Since this is not the case, the model
disturbance is a quantiable phenomenon, especially across
varying operating terrains for the platform. Thus, we seek to
characterize the map g by learning a Gaussian approximation
of the exogenous environmental and dynamical effects. In
particular, we consider the random pair (a, ĝ(a)) to be
related through a conditional Gaussian distribution of the
form ĝ(a) | a ∼ N (µ(a), σ2(a)) with unknown mean µ(a)
and variance σ2(a) that depend on the system state and

observed sensory information a, i.e.

P [ĝ(a) | a] = 1√
2πσ2(a)

exp

[
− (ĝ(a)− µ(a))2

2σ2(a)

]
. (3)

Information about the map g(·) in the form of realizations
the random pair (a, ĝ(a)) are sequentially revealed as the
robot explores the feature space associated with its operating
environment. In order for information about the disturbance
to be leveraged for path planning, disturbance predictions
must be made on an incremental basis, which motivates the
formulation of learning the Gaussian approximation of the
model disturbance as an online learning problem, whereby
we seek to repeatedly revise predictions of the Gaussian
disturbance approximation based on newly available infor-
mation.

Since g(·) in the state space model given in (1) represents a
complicated relationship between robotic sensory perception
and unexpected effects of control decisions, we expect the re-
lationship between (a, ĝ(a)) to be highly nonlinear, in which
case the performance of a simple regressor on the likelihood
given in (3) may be boosted by learning an alternative feature
encoding of signals a. Motivated by this observation, we seek
to represent realizations ak as a combination of s common
basis elements dl which are unknown and must be learned
from data. We stack dk into a matrix which we call the
dictionary matrix D ∈ R|A|×m and denote the coding of
ak as αk ∈ Rs. For a given dictionary, the coding problem
calls for finding a representation αk such that the signal
ak is close to its dictionary representation Dαk, which
may be mathematically formulated by introducing a loss
function that depends on the proximity between Dαk and
the data point ak, specifically, we consider an elastic-net
minimization [12]

α∗(D;ak) :=argmin
αk∈Rm

(1/2)‖ak−Dαk‖22+λ‖αk‖1+ν‖αk‖2,

(4)
which may be efficiently solved [13]. Hereafter, we assume
that basis elements are normalized to have norms ‖dl‖ ≤ 1
so that the dictionary is restricted to the convex compact set
D := {D ∈ R|A|×m : ‖dl‖ ≤ 1, for all l}.

The dictionary learning problem associated with the elastic
net entails finding a dictionary D such that the signals ak are
close to their representations Dα∗(D;ak) for all possible k.
Here, however, we focus on discriminative problems where
the goal is to find a dictionary that is well adapted to a
specific classification or regression task [7]. To do so, we
use the coding α∗(D;a) in (4) as a feature representation
of the signal ak and introduce regressors w and v that are
used to predict the first and second-order statistics µ(a) and
σ2(a) when given the signal α∗(D;a) through general maps
of the form

µ̂(a) = h(w1,α
∗(D;a)), σ̂2(a) = l(w2,α

∗(D;a)), (5)

where µ̂(a) and σ̂2(a) denote estimators for the true mo-
ments of the model disturbance, and h and l map regressors
and sparse codes to their estimators. Specific forms for (5)
are given in Section III-B, (11) - (12). In the next section,



Fig. 1: Overview of our system. The platform’s state x and control
u intended by a kinematic planner differ from the ground truth x̂
measured by an inertial measurement unit by the model disturbance
g due to factors such as modelling errors in the motor control and
environmental effects. Our goal is to develop a learning procedure
to sequentially estimate of the probability distribution of g based
upon of just u and images z of the terrain.

we develop our feed-forward scheme to predict the model
disturbance.

III. LEARNING ALGORITHM

A. Formal Development

We formulate the task of learning regressors and signal
representations tuned for predicting a Gaussian approxima-
tion of the model disturbance as an expected risk minimiza-
tion problem associated with the density function in (3). To
do so, observe that by substituting estimators µ̂(a) and σ̂2(a)
as defined in (5) estimators into the density (3), the likelihood
for a given data sample and model disturbance (a, ĝ(a))
becomes a function of the regressors w1 and w2, as well as
the choice of feature representation via the dictionary matrix
D, that is P [ĝ(ak) | ak] = P [ĝ(ak) | ak,D,w1,w2]. The
merit of the regressors w1 and w2 and dictionary are then
measured in terms of the maximum likelihood estimation
(MLE) problem associated with predicting the Gaussian
approximation of the model disturbance as in (3), i.e.

(D∗,w∗1,w
∗
2) :=argmin

D∈D,w1,w2

Ea,ĝ(a)

(
−log P [ĝ(a) |a,D,w1,w2]

)
.

(6)

Subsequently we define loss function ` as the negative log-
likelihood of the expression (3) when the estimators µ̂(a)
and σ̂2 are substituted, that is `(w1,w2,D; (a, ĝ(a))) =
−log P [ĝ(a) |a,D,w1,w2]. We may develop algorithms
which are capable of sequentially adapting to new infor-
mation when training pairs (ak, ĝ(ak)) are independently
sampled from a common probability distribution as in (3).
Observe that α∗(D;a) is not a variable in the optimization
in (6) but a mapping for a implicit dependence of the
loss on the dictionary D. The optimization problem in (6)
is not to convex – this would be too restrictive because
the dependence of ` on D is, partly, through the mapping
α∗(D;ak) defined by (4). In general, only local minima of
(6) can be found. The relationship between the nonlinear
state space control problem in (1) and the dictionary learning
problem associated with the Gaussian approximation of the
model disturbance (6) on the robotic platform is summarized
in Figure 1.

We derive an algorithmic solution to the problem stated
in (6) such that we may predict in real-time the parameters
which define the Gaussian approximation of the unknown

Algorithm 1 LOGD: Learning Online Gaussian Disturbance
Require: D0,w0,v0, initial dictionary and regressors, control

policy {uu}u=1,..., regularizers λ, ν ∈ R, step-size εk.
1: for k = 1, 2, . . . do
2: Compute disturbance ĝ(ak) via estimated state x̂k

3: Observe signals zk, use past control uk to compute coding:

α∗k:=argmin
αk∈Rs

(1/2)‖ak−Dαk‖22+λ‖αk‖1+ν‖αk‖2, [cf. (4)]

4: Update dictionary [cf. (9)] and regressors [cf. (7)]

Dk+1=Dk−εk
[
−Dβα∗k + (ak−Dtα

∗
k)βk

T
]
,

w1,k+1 = w1,k + εk (∇w1 log P [ĝ(ak) |ak,Dk,w1,k,w2,k]) ,

w2,k+1 = w2,k + εk (∇w2 log P [ĝ(ak) |ak,Dk,w1,k,w2,k]) ,

5: end for

model disturbance. To do so, we make use of stochastic
gradient descent [14] which has been shown to asymptot-
ically converge in expectation for the task-driven dictionary
problem [cf. (6)] in [8], [15], [16]. Specialized to this
problem setting, the update rule for the regression vectors
w1 and w2 for predicting the first and second-order statistics
in (3) are given as

w1,k+1=w1,k+εk(∇w1
logP [ĝ(ak)|ak,Dk,w1,k,w2,k]),

(7)
w2,k+1=w2,k+εk(∇w2 logP [ĝ(ak)|ak,Dk,w1,k,w2,k]),

which amounts to an online MLE gradient step based on
the last sample (ak, ĝ(ak)). Note that the negative associated
with a stochastic descent step with respect to (6) cancels with
negative in front of the log-likelihood, yielding (7). Here εk is
an algorithm step-size which may either be a small constant
or chosen as O(1/k), where k indexes the iteration number
induced by the discretization of the state space dynamics in
(1).

We turn to developing the stochastic gradient update with
respect to the dictionary D. Following Appendix of [7],
define Z ⊂ {1, . . . ,m} as the set of nonzero entries of
α∗ = α∗(ã,D) [cf. (4)] for a given ã ∈ A and let DZ

denote the truncated submatrix D consisting of its nonzero
columns. Then the nonzero components of α∗ are given by
α∗Z = (DT

ZDZ+νI)
−1(DZ ã−λ sgn(α∗)), which allows us

to compute the stochastic gradient with of (6) respect to the
dictionary given the data pair (ã, ĝ(ã)) by apply Proposition
1 of [7] which yields the expression

∇D`(w1,w2,D; (ã, ĝ(ã)))=−Dβα∗ + (ã−Dkα
∗)βT .

(8)

where β ∈ Rs is defined as βZ = ([D]TZ [D]Z +
νI)−1∇αZ

`(w1,w2,D; (ã, ĝ(ã))) and βZc = 0, as in
[7], Proposition 1. The dictionary update is then given by
descending along then negative of the stochastic gradient in
(8) evaluated at the training pair (ak, ĝ(ak)) at time k, i.e.

Dk+1=Dk−εk
[
−Dβα∗k + (ak−Dtα

∗
k)βk

T
]
, (9)

where εk is the algorithm step-size.



Fig. 2: Graphical depiction of the online learning technique used
in this paper. First, we compute and scale the linear and angular
velocity means and also color and texture features from the ground
image. Using the available dictionaries, we generate sparse codes
for each of these features and then, using our model parameters,
we compute the estimated mean and variance of the assumed
distribution. If we are given the actual disturbance observations,
g, we use task-driven dictionary learning [20] to compute updates
to the dictionaries, Ds, and model parameters, Ws.

This dictionary update in (9) revises the learned signal
representation based on realizations of the random pair
(a, ĝ(a)) to be good with respect to predicting the Gaussian
approximation of the model disturbance, as stated in (3).
The proposed method for learning online the regressors on
the first and second-order statistics of the model disturbance,
as well as the dictionary supervised to this prediction task is
summarized in Algorithm 1.

B. Implementation Details

We now detail the specific implementation of Algorithm 1
used in on the robot. In particular, we describe the features
used, and we also address several practical issues that must
be considered in order to achieve a working implementation,
including accounting for multiple data modalities and a
strategy for selecting an appropriate learning rate. For the
purpose of characterizing the model disturbance, we define
the quantities of interest as follows. We divide the ground
plane on which the robot sits into several spatial patches,
which we index here by k. Given a planned trajectory, we
associate with each involved patch three pieces of informa-
tion. The first is a descriptor of the time series that describes
the control signal that is to be applied during the physical
traversal of the patch. In our case, we extract the two scalar
quantities: the mean of the linear velocity, µv , and the mean
of the angular velocity, µω , which we denote jointly as µvk.
The second and third pieces of information we associate with
a given patch are visual features that we compute using a
camera-collected image of that patch. The first such feature
is given by computing the mean, variance, skewness, and
kurtosis of each of the RGB color channels and also the
same values for each of the channels in the CIELab color
space. We jointly denote these statistics as ck. The second
feature computed from the image of the ground is a texture
descriptor. We use a texton histogram [17] computed using
a 512-element codebook derived from the Brodatz texture
dataset [18]. We denote this histogram as hk.

Fig. 3: An iRobot Packbot was used in our experiments. It was
additionally configured with a high-resolution camera.

We jointly denote the three pieces of information described
above as ak = (µvk, ck,hk), which serves as our descriptor
of the trajectory for a particular segment of time. For each
such segment, we assume the experienced disturbances are
independent and identically distributed Gaussian random
variables, where the parameters of the Gaussian distribution
depend only on ak and our model parameters (D,W).
Between the time window [k, k + 1], the robot traverses
a particular ground patch associated with visual features
ck,hk dictated by the control selection uk = (νk,ωk);
however, the dimension of the disturbance ĝ(ak) may not be
consistent with respect to k, since the number of disturbance
measurements Tk depends on the traveling speed of the robot
over this ground patch in the window [k, k + 1]. This issue
is handled by considering a Gaussian process model for
disturbance measurements ĝ(ak)t for t = 1, . . . , Tk in the
time window [k, k+1], and assuming that ĝ(ak)t and ĝ(ak)s
are independent and identically distributed for t 6= s when
conditioned on a fixed ak. Then the stochastic approximation
of the expected loss in (6) is given by the negative log joint-
likelihood over the disturbance data in time slot [k, k + 1],
and yields the instantaneous loss

˜̀(w1,w2,D; (ak, ĝ(ak)))=

Tk∑
t=1

− log P [ĝ(ak)t |ak,D,w1,w2]

(10)
As described above, the feature vectors ak arise from

several different modalities. On our platform, it consists of
velocity command information and both color and texture
features computed using an image of the terrain, all of
which have different meanings. Because of this, we impose a
dictionary model on each modality separately, an approach
inspired by [19], and then use the resulting set of sparse
codes to jointly compute our disturbance distribution esti-
mate. See Figure 2 for a depiction of this framework.

To begin, we first ensure that the feature vectors arising
from each modality have a similar order of magnitude by
applying a scaling factor 1/rs, where rs is, e.g., the average
vector norm of features from the sth modality. Next, we
compute the set of sparse codes, {α1, . . . ,αS}, using a set of
dictionaries D = {D1, . . . ,DS}, each of which has m = 90
atoms, and the total number of modalities S = 3 for our



(a) (b)

Fig. 4: Sample images from the (a) pavement and (b) grass data sets. Note that each image is annotated with the path that was driven
(green line) to collect disturbance measurements and an example of an extracted ground footprint used for learning (yellow highlight and
inset upper right).

setting. We then use these codes and a corresponding set of
model parameters, W = {W1, . . . ,WS}, to compute the
estimators of disturbance mean and variance (a special case
of the expressions in (5),) according to

µ̂(a) =

S∑
s=1

wT
1,sαs (11)

σ̂2(a) = σ2
min +

(
S∑
s=1

w2
2,sαs + σ2

init

)2

(12)

where wT
1,s and wT

2,s represent the first and second rows
of Ws, respectively. Note that the form of (12) ensures
a positive variance prediction. For the data generated by
platform, we select σ2

min = 0.01 and σ2
init = 0.1.

The loss function we use, which results from substituting
(11) and (12) into the joint negative-log-likelihood function
in (10) with a variable sized mini-batch of disturbance
observations, is extremely nonlinear. Further, because it is
difficult to determine its Lipschitz constant, the use of a
backtracking line search [21] to find an appropriate step size
is essential to successfully implementing Algorithm 1.

IV. EXPERIMENTS

In this section we focus on quantifying the advantages of
our learning technique in a real-world experimental setting.

To do so, we collect data on a the iRobot Packbot [22]
as depicted in Fig. 3. The Packbot is a ground platform
equipped with a skid-steer tracked drive system with on-
board computation. The base platform weighs 18 kg and is
capable of 2 m/s speeds. The robot used in our experiments
is additionally equipped with a quad-core Intel i7 computing
payload, a Microstrain 3DM-GX3 inertial measurement unit
(IMU), and an Allied Vision Manta G-235 1/1.2” Color
CMOS Camera with a 4.5 mm lens. Since the packbot is a
skid-steer platform, we model it with state xk = (xx, yx, θx),
linear and angular velocity controls given by uk = (νk,ωk),

and an ideal motion-model given by

f(xk,uk) =

ẋkẏk
θ̇k

 =

cos(θk) − sin(θk) 0
sin(θk) cos(θk) 0

0 0 1


︸ ︷︷ ︸

A(θ)

[
νk
ωk

]

(13)
Track or wheel slip is essential to the operation of a skid-steer
platform, and kinematic models of the disturbance g(ak)
are traditionally a function of control-state, e.g., νk, ωk,
νkωk [4]. Learning a parameterization of the full distur-
bance function g(ak) requires measurements of (ẋk, ẏk, θ̇k)
which are often not available directly. While an integrated
perturbative approach can infer this disturbance function
from coarse position sensors such as GPS [11], it requires a
long sample path to do so. On the other hand, a consumer
grade IMU is able to make accurate, direct measurements
of θ̇k. In our previous work [4], we have demonstrated
that angular rate disturbance accounts for most of the error.
Thus, we seek to use the approach in Section III to model
the angular rate disturbance as measured by the difference
between commanded angular velocity and the one observed
by the IMU.

In our experiments, images of the terrain are collected
at 5 Hz and a resolution of 1936-by-1216 pixels. Operator-
generated sequences of control input uk are used to suf-
ficiently sample the space of maneuvers available to the
Packbot. The path driven by the robot is sampled in the time
following each image such that approximately six ground
patches with disturbance measurements are completely visi-
ble in each image 1. Hypothesizing about the nature of the
disturbance’s dependence on terrain type, we collected two
independent data sets of the robot operating on pavement and
grass. The pavement and grass data sets have approximately
550 and 330 images respectively. By providing our machine

1Even with a wide angle camera lens, the most aggressive maneuvers
result in paths that quickly leave the field of view; these footprints are
excluded from our data.
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Fig. 5: To validate the performance of our online learning algorithm, we periodically compute the loss function for a test set of images
and disturbance data. Here we depict the likelihood-based loss function for our learned model compared to the performance of lower-order
models. Observe that the dictionary-based method which incorporates the robot’s perception performs best.
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Fig. 6: We examine the evolution of terrain-specific test set performance as training data encounters the two terrain types. Note that early
in the learning process, for example, pavement training data corresponds with a decrease in performance of the model when predicting
disturbance on grass. However, after sufficient training data has been encountered, the learning algorithm has adapted and is able to do
a good job of predicting either terrain type.

learning algorithm with epochs of time-series data from
each of these data sets in turn, we are able to simulate the
online learning performance of a system that sequentially
encounters a variety of terrain. Sample visual observations
of these terrains are depicted in Fig. 4.

A. Online Learning Performance

We begin our analysis of results by comparing the per-
formance of our online machine learning algorithm with
two low-order models. Each of these models is based on
windowed sample-estimates of the disturbance statistics, i.e.,
mean and variance estimates for each ground footprint com-
puted using 300 samples over 1 s of time. These estimates
of disturbance statistics are then used to generate an average
model which returns the average sample statistics across the
entire training set and an windowed average model which
does the same operation but only over training images in the
last 10 s. These models have been selected for comparison
to highlight two competing goals when learning disturbance
statistics: (1) to learn a model that is valid across the entire
operational domain, e.g., the average model, and (2) to learn
a model that tracks local disturbance statistics, e.g., a filtering
approach [11] or the windowed average model. As stated

above, our online dictionary learning algorithm seeks to
dynamically balance these goals.

In order to fairly test and validate the performance of
learning across these models, we set aside a uniformly-
sampled test set of 51 images from the pavement domain
and 35 images from the grass domain. We provide a contin-
uous stream of of training data by providing each learning
algorithm with the remaining 800 images from our datasets
in repetition. Learning updates are computed by averaging
gradients across five images at a time (i.e., a mini-batch).
Performance on the test set is computed by querying each
model for the predicted disturbance statistics in each image
based on the logged control signals and visual features. The
predicted disturbance statistics are used along with the actual
measured disturbance data to compute the joint negative-log-
likelihood that arises from (10).

The negative-log-likelihood is depicted in Fig. 5 as a
function of the number of training images. There are two
points to be taken from this figure. First, note that the win-
dowed average approach performs as expected, oscillating as
training images encounter different subsets of each terrain.
Second, note that our dictionary learning algorithm is able
to converge to a solution that outperforms either of these



(a) Initial prediction

(b) Final prediction

Fig. 7: State uncertainty propagated according to model prediction
and control-input time series for an example drawn from the
pavement test set (a) before training and (b) after training. The
green dashed line is the actual driven path, the blue filled ellipses
show the prediction based on our dictionary learning algorithm, and
the red path/ellipses depict the average model.

lower-order models in log-likelihood.
If we split our test set into subsets consisting only of

pavement and grass terrain data, we can examine the per-
formance of our algorithm as it encounters training epochs
of each terrain type in turn. Figure 6 depicts the negative-log-
likelihood function for each test sub-set. At several particular
instances, the performance on one test sub-set decreases
when the algorithm is provided training examples of the
opposing terrain, e.g., the grass test set when pavement
training images are presented at k = 1500 training images.
While at first glance this result may seem to indicate a
negative characteristic of our algorithm, we point out that
over the long-term this interplay between terrain types is
attenuated - the dictionary model is adapting to our problem!

B. Predictive Performance

We now analyze the predictive performance of our model.
That is, how well is it able to predict the disturbance statistics
of the test set? Given the control signal and visual features at
each point in the test set, we are able to compute a predicted
disturbance mean and variance. In Fig. 9, we depict the mean
and 2σ envelope for our algorithm’s prediction overlaid on
the raw disturbance signal from our test set. Note that our
algorithm is able to faithfully predict the statistics of the
disturbance signal over a test set that has not been used for

(a) Initial prediction

(b) Final prediction

Fig. 8: State uncertainty propagated according to model prediction
and control-input time series for an example drawn from the grass
test set (a) before training and (b) after training. The green dashed
line is the actual driven path, the blue filled ellipses show the
prediction based on our dictionary learning algorithm, and the red
path/ellipses depict the average model.

training. While this picture does hint at the advantages of
pursing statistical estimation of model disturbance, e.g., the
2σ bound does a good job of capturing the rapid variation
present in the raw disturbance data, a more compelling result
is played out when one examines the full-state uncertainty
propagation.

Fig. 9: The statistics of the disturbance prediction across the test
set is visualized in blue as a solid line for the mean predicted
disturbance with a shaded envelope depicting ±2σ, and the true
disturbance is given by the green line.

If we integrate a time-series of control uk according to
(1) with f(xk,uk) given by (13) and ĝ(ak−1) given by our



online dictionary model, we can predict not only the expected
vehicle trajectory but also it’s full-state covariance. Figures. 7
and 8 depict example predicted trajectories from our test set.
To illustrate the systematic errors that a control algorithm
is subject to when no consideration of model disturbance
is made, we show the comparison between (1) our initial
prediction before any training data has been ingested and (2)
the final prediction after our trained model has converged.

In particular, the green dashed line denotes the actual
driven path, the blue filled ellipses show the prediction
based on our dictionary learning algorithm, and the red
path/ellipses depict the average model. Examining the final
prediction in these figures, it is clear that our learned model
using visual perception is successfully predicting significant
terrain-dependent disturbance in both the grass and pavement
settings. We do note that while the average model does a
poor job of predicting the mean disturbance statistics, it does
adopt a variance that admits the actually driven path.

V. CONCLUSION

In this work we have used and online dictionary learning
technique to generate predictions of the model disturbance
distribution given real-world experiential data. We are able
to generate these predictions from motion control signals and
low-level visual features, thus bypassing the need for explicit
terrain classification. Further, these predictions are an impor-
tant input to modern planning and control systems because
they enable robust control decisions. Given the promising
results shown here, the flexibility of the model with respect
to input features, and the applicability of this technique to
real-time operation, we are confident our approach can be
adapted to field robotic systems.
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